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Research Profile
Computational linguist working on the evaluation of large language models, with a computer-science
foundation (B.Sc. CS, Paderborn; M.Sc. with substantial CL component, Bielefeld; PhD in formal and com-
putational linguistics, Tübingen) and 40+ peer-reviewed publications. I build and release the artifacts
this work runs on: a public multimodal benchmark, calibration metrics for LLM performance on social-
meaning tasks, and a deployed conversational agent for interactive evaluation. The distinctive part is
the foundation underneath: six years of probabilistic pragmatic modeling fitted to human behavioral
data, which supplies the controlled, systematically varied conditions that make evaluation results inter-
pretable. A second line uses game-theoretic and reinforcement-learning models to study how popula-
tions of interacting agents establish communication and coordinate their behavior, in some studies where
their interests diverge (bargaining, fairness norms), work carried out in part within the EU Horizon 2020
project ODYCCEUS on opinion dynamics and cultural conflict. Python (expert); native German speaker.

Education
2013 Ph.D., Theoretical and Computational Linguistics, Department of Linguistics, Eberhard

Karls University Tübingen, Germany. Focus: formal and computational pragmatics, game-
theoretic signaling models.

2009 M.Sc., Interdisciplinary Media Studies, University of Bielefeld, Germany. (incl. computa-
tional linguistics, formal methods, image processing)

2006 B.Sc., Computer Science, University of Paderborn, Germany. (minor: psychology)

Professional Appointments
2025– Research Contractor (RLHF and Safety Red Teaming), Mercor Intelligence (remote).

Safety red teaming of German-language prompts and model responses for a frontier AI lab;
German-language expertise for building RLHF tasks and improving training-data quality.

2020– Senior Researcher, DFG Collaborative Research Center 1412 “Register”, Project A05 “Mod-
eling Meaning-Driven Register Variation”, Leibniz-Zentrum Allgemeine Sprachwissenscha�
(ZAS), Berlin. Probabilistic models of social meaning and situational-functional variation;
personal research line on LLM evaluation of pragmatic and social meaning. Co-author of
the project’s successful renewal proposal for the second CRC funding period.

2019–21 Principal Investigator, Project “The Evolution of Semantic Ambiguity in the Lab” (EvoSAL),
NAWA Ulam Programme (~€75,000), Centre for Language Evolution Studies, Nicolaus
Copernicus University Toruń, Poland. Full pipeline: experimental design, data collection,
statistical analysis (Python/R), publication.

2017–19 Postdoctoral Researcher, EU Horizon 2020 Project ODYCCEUS (“Opinion Dynamics and
Cultural Conflicts in European Spaces”), Department of Management, Università Ca’ Fos-
cari Venezia, Italy. Reinforcement-learning and game-theoretic models of how shared cog-
nitive frames shape cooperation and conflict among interacting agents, developed with
economists and game theorists. Formal and simulation-based rather than empirical: mod-
eling how collective patterns of behavior form and shi�.

2013–17 Postdoctoral Researcher, ERC Advanced Grant Project EVOLAEMP (“Language Evolution –
the Empirical Turn”), Department of Linguistics, University of Tübingen. Agent-based mod-
els of how conventions of multi-agent communication change and spread through social
network structures (AI and Society 2019).
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So�ware, Data and Open-Source Resources
(All public repositories: github.com/muehlenbernd)

llm-social-calibration: evaluation framework and metrics (E�ect Size Ratio, Calibra-
tion Deviation Score) for LLM calibration on social-meaning tasks; collection pipeline across
GPT, Claude, and Gemini APIs, four prompting conditions, full analysis notebook. Accom-
panies CMCL 2026. code
imprecision-bench: released multimodal benchmark (CC BY 4.0) pairing clock images
with textual descriptions to test whether vision-language models calibrate linguistic pre-
cision to pragmatic context; 475 human productions across 24 conditions, with motive an-
notations and VLM baselines. HF Datasets · code
prisma-chatbot (PRISMA): deployed conversational agent (Gradio on Hugging Face
Spaces; GPT-OSS 120B via Groq) that forms a running, turn-by-turn social impression of
its interlocutor across six dimensions. Built end to end: prompt design, structured-output
parsing, deployment. Live demo · code
llm-social-motives: multi-turn conversational evaluation protocol testing whether LLMs
attribute human-like speaker motives; process-level rather than output-level benchmark-
ing. (private, pending review)
imprecision-in-context: probabilistic speaker model and production-experiment anal-
ysis, with runnable Colab/Binder notebooks. Accompanies Linguistics Vanguard 2022. code
pragmatic-dimensions-classifier: cross-corpus classification of formality, informa-
tiveness, and implicature (in development). code

Selected Publications
(Full list of 40+ publications: muehlenbernd.net/publications)

LLM Evaluation and Social Meaning
2026 Mühlenbernd, R. Social Meaning in Large Language Models: Structure, Magnitude, and

Pragmatic Prompting. Proceedings of the 15th Workshop on Cognitive Modeling and Com-
putational Linguistics (CMCL 2026), 162–171.

2026 Mühlenbernd, R. & Solt, S. Modeling Pragmatic Reasoning behind Social Meaning. Meaning
(under review).

Multi-Agent Coordination, Signaling, and Norms
2026 Popa-Wyatt, M., Mühlenbernd, R., Wyatt, J. L. & O’Connor, C. Fairness and signalling in bar-

gaining games. Economics and Philosophy 42(1), 133–153.
2022 LiCalzi, M. & Mühlenbernd, R. Feature-weighted categorized play across symmetric games.

Experimental Economics 25, 1052–1078.
2021 Mühlenbernd, R., Wacewicz, S. & Żywiczyński, P. Politeness and reputation in cultural evo-

lution. Linguistics and Philosophy 44, 1181–1213.
2019 LiCalzi, M. & Mühlenbernd, R. Categorization and cooperation across games. Games 10(1),

article 5.
2019 Mühlenbernd, R. The change of signaling conventions in social networks. AI and Society 34,

721–734.
2018 Lorini, E. & Mühlenbernd, R. The long-term benefits of following fairness norms under dy-

namics of learning and evolution. Fundamenta Informaticae 158(1–3), 121–148.
2011 Mühlenbernd, R. Learning with neighbors: Emergence of convention in a society of learning

agents. Synthese 183(S1), 87–109.

Pragmatics and Probabilistic Modeling
2026 Mühlenbernd, R., Burbelko, A., Sauerland, U. & Solt, S. The variation of strategic politeness

in indirect requests. REALIS: Register Aspects of Language in Situation (accepted).
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2025 Mühlenbernd, R. & Baumann, A. Population-level models of evolutionary pragmatics. In:
Geurts & Moore (eds.), EvolutionaryPragmatics, Oxford Studies in the Evolution of Language
21. Oxford University Press.

2022 Mühlenbernd, R., Wacewicz, S. & Żywiczyński, P. The evolution of ambiguity in sender-
receiver signaling games. Games 13(2), article 20.

2022 Mühlenbernd, R. & Solt, S. Modelling (im)precision in context. Linguistics Vanguard 8(1),
113–127.

2021 Mühlenbernd, R. Evolutionary stability of ambiguity in context signaling games. Synthese
198(12), 11725–11753.

Language Resources
2020 Dellert, J., et al. (incl. Mühlenbernd, R.). NorthEuraLex: a wide-coverage lexical database of

Northern Eurasia. Language Resources and Evaluation 54, 273–301.

Fellowships, Grants and Awards
2019 Research Project Grant (~€75,000), NAWA Ulam Programme, EvoSAL project, Nicolaus

Copernicus University Toruń.
2019 Seal of Excellence, European Commission, project proposal COGFRAMES (“Cognitive

Frames and Cooperation – Formal Approaches Meet Empirical Studies”), H2020-MSCA-IF-
2018.

2017 Visiting Scholar Grants: UC Irvine ($4,000); Ohio State University ($1,725). HBES Workshop
Subsidy, Evolang 12 ($5,250).

2015 Visiting Scholar Grant, CIMI, Paul Sabatier University Toulouse.
2011–12 Forum Scientiarum Mention, Udo Keller Foundation Fellowship.

Invited Talks and Presentations (selected)
2026 Do large language models approximate social meaning? Evidence from the Social Evalua-

tion Model. Leibniz MMS-Days 2026, Leibniz Institute for High Performance Microelectronics
(IHP), Frankfurt/Oder, Germany.

2025 Modeling strategic choices in indirect requests. Leibniz MMS Days 2025, Leibniz Institute for
Baltic Sea Research, Rostock-Warnemünde, Germany.

2025 Wann genau ist genau genug? Wie unser Weltwissen sprachliche Entscheidungen beein-
flusst. Register Geknister, Linguistics Podcast, CRC 1412, Humboldt University Berlin.

2024 Modeling pragmatic choices and their social meanings: A case study of (im)precision. MMS
Days 2024, Leibniz Institute for Composite Materials, Kaiserslautern, Germany.

2024 Social meaning and pragmatic reasoning: The case of (im)precision. ELM3: Experiments in
Linguistic Meaning, University of Pennsylvania, PA. (conference)

2023 Modeling imprecision in context. Wiener Sprachgesellscha�, University of Vienna, Austria.
2017 Population dynamics within cultural frames: A game-theoretic study of conflict and coop-

eration. Dept. of Logic and Philosophy of Science, UC Irvine, CA.
2016 The HOW and WHY in language change: A new perspective in historical semantics. Dept. of

Linguistics, Stanford University, CA.

Conferences and Workshops Organized (selected)
2021 Workshop on “Experimental Semiotics and Evolutionary Pragmatics”, Nicolaus Copernicus

University Toruń.
2019 Workshop on “The Economics of Human Language”, Protolang 6, Lisbon.
2018 Workshops on “Stability and Instability in Grammar” (ICL20, Cape Town) and “Evolutionary

Theory in the Humanities” (Evolang XII, Toruń).
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2014 26th European Summer School in Logic, Language and Information (ESSLLI 2014), Tübin-
gen; Workshop on “Sociolinguistics and Network Games” (SLANG 2014).

Teaching (selected, since 2012)
(Full teaching record: muehlenbernd.net/teaching)

Programming and Methods: Introduction to Python (Tübingen, LMU Munich, Regens-
burg); Concepts in Object-oriented and Parallel Programming (Reutlingen); Experimental
Linguistics; Language Evolution in the Laboratory (LabVanced, Toruń).
Modeling and Theory: Game Theory for Linguists; Models of Language Evolution; Evolu-
tionary Network Games; Sociolinguistics and Network Games; Pragmatics (University of
Tübingen, LMU Munich, 2012–2020).

Supervision
2017 Undergraduate Thesis, R. A. Belk (Computational Linguistics): “Evolution of Two Di�erent

Vowel Systems”.
2016 Graduate Thesis, D. Enke (Linguistics): “The Semantics and Pragmatics of Functional Mor-

phemes. A Game-Theoretical Analysis”.
2015 Undergraduate Thesis, S. Wenninger (Cognitive Science): “Learning to Network: Human Be-

havior in Social Structures”.

Professional Service
Reviewing Journal of Language Evolution (OUP), Journal of Semantics (OUP), Synthese, Linguistics

and Philosophy, Games, Erkenntnis, PLOS ONE, Adaptive Behavior, Language Sciences, Lin-
gua, and others; book proposals for MIT Press.

Editorial Interdisciplinary Evolution Research book series (Springer); co-editor, ESSLLI 2014 special
issue (J. Logic, Language and Information).

Skills and Languages
Technical Python (expert) · Hugging Face (Transformers, Spaces, Datasets) · scikit-learn · pandas ·

NumPy · R · Git · LaTeX · LLM evaluation and benchmarking · API-based experiment pipelines
· dataset construction and release · probabilistic modeling · agent-based simulation · exper-
imental design · statistical analysis

Languages German (native) · English (fluent) · Italian (basic)
Training DeepLearning.AI: NLP with Probabilistic Models; NLP with Classification and Vector Spaces

(2026) · Google Cloud Machine Learning, EITC/AI/GCML (2025)
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